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Abstract

As organizations depend on, possibly distributed, information systems
for operational, decisional and strategic activities, they are vulnerable
to security breaches leading to data theft and unauthorized disclosures
even as they gain productivity and efficiency advantages. Though sev-
eral techniques, such as encryption and digital signatures, are available
to protect data when transmitted across sites, a truly comprehensive
approach for data protection must include mechanisms for enforcing
access control policies based on data contents, subject qualifications
and characteristics, and other relevant contextual information, such as
time. It is well understood today that the semantics of data must be
taken into account in order to specify effective access control policies. To
address such requirements, over the years the database security research
community has developed a number of access control techniques and
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mechanisms that are specific to database systems. In this monograph,
we present a comprehensive state of the art about models, systems
and approaches proposed for specifying and enforcing access control
policies in database management systems. In addition to surveying the
foundational work in the area of access control for database systems,
we present extensive case studies covering advanced features of current
database management systems, such as the support for fine-grained and
context-based access control, the support for mandatory access control,
and approaches for protecting the data from insider threats. The mono-
graph also covers novel approaches, based on cryptographic techniques,
to enforce access control and surveys access control models for object-
databases and XML data. For the reader not familiar with basic notions
concerning access control and cryptography, we include a tutorial pre-
sentation on these notions. Finally, the monograph concludes with a
discussion on current challenges for database access control and secu-
rity, and preliminary approaches addressing some of these challenges.
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1

Introduction

Today all organizations rely on database systems as the key data man-
agement technology for a large variety of tasks, ranging from day-to-day
operations to critical decision making. Such widespread use of database
systems implies that security breaches to these systems affect not only
a single user or application, but also may have disastrous consequences
on the entire organization. The recent rapid proliferation of Web-based
applications and information systems, and recent trends such as cloud
computing and outsourced data management, has further increased the
exposure of database systems and, thus, data protection is more crucial
than ever. Conventional perimeter-oriented defenses, like firewalls, are
inadequate in today’s interconnected world and are unable to offer the
fine-grained protection required for selective and secure data sharing
among multiple users and applications. Security techniques offered by
operating systems may offer some protection at the file system level;
however the protected objects are typically files and directories and
these protection units are too coarse with respect to the logical protec-
tion units, such as records, that are required in database systems. It is
also important to appreciate that data need to be protected not only
from external threats, but also from insider threats [19].

1
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2 Introduction

As discussed by Bertino and Sandhu [19], data security breaches
are typically classified as unauthorized data observation, improper data
modification, and data unavailability. Unauthorized data observation
results in the disclosure of information to subjects1 not entitled to gain
access to the information. All organizations, ranging from governmen-
tal and military organizations to social and commercial organizations,
may suffer losses from both financial and human points of view as a
consequence of unauthorized data observation. The unauthorized dis-
closure of personally identifiable data may result in privacy breaches,
that may lead to identity theft and other serious consequences for the
individuals. Improper data modifications, either intentional or unin-
tentional, result in incorrect data. Any use of incorrect data may also
result in heavy losses for organizations. When data are unavailable,
information crucial for the proper functioning of an organization is
not readily available when needed. Thus, a complete solution to data
protection must meet three key requirements: (1) secrecy or confi-
dentiality — it refers to the protection of data against unauthorized
disclosures; (2) integrity — it refers to the prevention of improper data
modifications; and (3) availability — it refers to the prevention and
recovery from hardware and software errors and from malicious data
access denials making the database system unavailable. These three
requirements arise practically in all applications. Consider a database
storing medical information about patients of a hospital. It is impor-
tant that patient records not be released to unauthorized subjects, that
records be modified only by the subjects who are properly authorized
and their accuracy be assured, and that patient records be readily avail-
able to doctors in charge especially in emergency situations.

Securing data is a challenging task. It is ensured collectively by
various components of a database management system (DBMS) and
may also require components external to the DBMS, such as secure
co-processors [1].

A key component for assuring data protection is represented by the
access control mechanism. When a subject attempts to access some

1 The term ‘subject’ refers to any active entity which tries to access the protected resources

in a system. A subject can be an end-user, a process, or an application program, or an
organizational role.
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data, the access control mechanism checks whether or not the subject
has the authorization to perform the action on the data. Authorizations
are granted to subjects according to the access control policies of the
organization. Confidentiality can be further enhanced by the use of
encryption techniques, applied to data when being stored on secondary
storage or transmitted on a network or managed by third parties, as in
the case of outsourced database management [2].

Integrity is jointly ensured by the access control mechanism and
by semantic integrity constraints. Whenever a subject tries to mod-
ify some data, the access control mechanism verifies that the subject
is authorized to modify the data, and the semantic integrity subsys-
tem verifies that the updated data are correct with respect to a set
of semantic conditions, referred to as integrity constraints. To protect
data from being tampered with while in transit on a network, data
can be digitally signed. Finally, the recovery subsystem and the con-
currency control mechanism ensure that data are available and correct
despite hardware and software failures and accesses from concurrent
application programs. Data availability, especially for databases that
are available on the Web, can be further strengthened by the use of
techniques protecting against denial-of-service attacks.

As the focus of this monograph is on access control models and
mechanisms, we do not cover transaction management or semantic
integrity. We refer the reader to [40] for an extensive discussion on
transaction models, recovery and concurrency control, and to any
database textbook for details on semantic integrity. It is important
to notice that because the access control mechanism intercepts every
access to protected resources, it can also be used to create profiles
of accesses by subjects and thus be used in the context of anomaly
detection [49] and insider threat protection. Also as current access con-
trol systems, like the ones based on XACML [67], are able to take
into account a large variety of information including meta-data asso-
ciated with the data and context information, they can be used for a
variety of goals. An example is to grant access to data based on the
confidence level of data [30]; in such case, policies specify which is the
minimum level of confidence that certain data must have for a given
user to access these data for certain tasks. Such policies thus prevent
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4 Introduction

the use of incorrect or invalid data for critical tasks. In this example,
the metadata used for access control decisions are the confidence levels
associated with the data and the goal of the access control policies is
not to protect the confidentiality or integrity of the data, but it is to
control that users use data that are “good enough” for the tasks they
have to perform.

It is also important to note that an access control mechanism must
rely for its proper functioning on some authentication mechanism. Such
a mechanism identifies users and confirms their identities. Moreover,
data may be encrypted when transmitted over networks and when
stored on secondary storage. Authentication and encryption techniques
are extensively discussed in the current literature on computer network
security and we refer the reader to [50] for details on such topics. We
will, however, discuss the use of encryption techniques as an approach
to implementing access control. We do not attempt to be exhaustive,
but try to articulate the rationale for the approaches we believe to be
promising.

In the rest of the section, we first present a short historical overview
of access control in database systems based on the overview by Bertino
and Sandhu [19] (Section 1.1), and then present a road map for the rest
of the monograph (Section 1.2).

1.1 An Historical Perspective

Early research proposals in the area of access control systems for
DBMSs focused on the development of two different classes of mod-
els, based on the discretionary access control (DAC) policy and on
the mandatory access control (MAC) policy, respectively. The discre-
tionary access control policy allows subjects to grant authorizations
on the data for which they have administration authorization to other
subjects. By contrast, the mandatory access control policy regulates
accesses to data by subjects on the basis of predefined classifications
of subjects and data. Under such a policy even the creator of a data
object, like a relation, is not able to grant at its own discretion access
authorizations to other subjects. These early access control systems
were developed in the framework of relational database systems. The
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1.1 An Historical Perspective 5

relational data model, being a declarative high-level model, made it
possible to develop declarative languages for the specification of access
control policies. The earlier access control models, and the discretionary
models in particular, introduced some important principles [36] that set
apart access control models for database systems from access control
models adopted by operating systems and file systems. The first prin-
ciple is that access control models for databases should be expressed
in terms of the logical data model; thus authorizations for a relational
database should be expressed in terms of the logical constructs of the
relational data model, that is, relations, relation attributes, and tuples.
The second principle is that for databases, in addition to name-based
access control, whereby the protected objects are denoted in authoriza-
tions by their names, content-based access control has to be supported.
Content-based access control allows the system to determine whether
to give or deny access to a data item based on the contents of the data
item. The development of content-based access control models, which
are, in general, based on the specification of conditions against data
contents, was made easy in relational databases by the availability of
declarative query languages, such as SQL.

In the area of discretionary access control models for relational
database systems, the most important early contribution was the
development of the System R access control model by Griffith and
Wade [35, 41], from which the access control models of current com-
mercial relational DBMSs have been derived. Key features of this
model include the concept of decentralized authorization administra-
tion, dynamic granting and revokation of authorizations, and the use
of views for content-based access control. Also, the initial format of the
authorization grant and revoke commands, that are today part of the
SQL standard, was developed as part of this model. Subsequent access
control models have extended the System R model with a variety of fea-
tures, such as negative authorization [18], role-based authorization [77],
temporal authorization [6], and context-aware authorization [70].

Discretionary access control mechanisms have, however, a major
drawback in that they are not able to control how information is prop-
agated and used once it has been accessed by subjects authorized to
do so. This weakness makes discretionary access controls vulnerable to
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6 Introduction

malicious attacks, such as Trojan Horses. A Trojan Horse is a program
with an apparent or actually useful function, which contains some hid-
den functions exploiting the legitimate authorizations of the invoking
process. Sophisticated Trojan Horses may leak information by means
of covert channels, enabling illegal access to data. A covert channel
is any component or feature of a system that is misused to encode
or represent information for unauthorized transmission, without vio-
lating the stated access control policy. A large variety of components
or features can be exploited to establish covert channels, including the
system clock, operating system interprocess communication primitives,
error messages, the existence of particular file names, the concurrency
control mechanism, and so forth. The goal of mandatory access control
and multilevel database systems was to address such problems through
the development of access control models based on data and subject
classification, some of which were also incorporated in commercial prod-
ucts. Early mandatory access control models were mainly developed for
military applications and were very rigid and suited, at best, for closed
and controlled environments. There was considerable discussion in the
security community concerning how to eliminate covert channels while
maintaining the essential properties of the relational model. The con-
cept of polyinstantiation, that is, the presence of multiple copies with
different security levels of a same tuple in a relation, was developed
and investigated in this period [79]. Because of the lack of applications
and commercial success, companies developing multilevel DBMSs dis-
continued their production in the early nineties. Covert channels were
also widely investigated with considerable focus on the concurrency
control mechanisms that, by synchronizing transactions running at dif-
ferent security levels, would introduce an obvious covert channel. How-
ever, solutions developed in the research arena to the covert channel
problem were not incorporated into commercial products. Interestingly,
however, at the beginning of the 2000s, strong security requirements
arising in a number of civilian applications have driven a “multilevel
security reprise” [80]. Companies have thus reintroduced such systems.
The most notable of such systems is Labeled Oracle, a multilevel rela-
tional DBMS by Oracle, which has much more flexibility in comparison
to earlier multilevel secure DBMSs.

Full text available at: http://dx.doi.org/10.1561/1900000014



1.2 Recent Research Directions 7

These early approaches to access control have then been extended in
the context of advanced DBMSs, such as object-oriented DBMSs and
object-relational DBMSs, and other advanced data management sys-
tems and applications, such as XML repositories, digital libraries and
multimedia data, data warehousing systems, and workflow systems.
Most of these systems are characterized by data models that are more
expressive than the relational model; typically, these extended models
include modeling notions such as inheritance hierarchies, aggregation,
and methods. An important requirement for those applications con-
cerns the fact that not only the data need to be protected, but also the
database schema may contain sensitive information and, thus, accesses
to the schema need to be filtered according to the access control policies.
Even though early relational DBMSs did not support access control to
the schema information, today several products support such feature.
In this respect, access control policies may also need to be protected
because they may reveal sensitive information. As such, one may need
to define access control policies for objects which are not user data,
rather they are other access control policies. Another relevant charac-
teristic of advanced applications is that they often deal with multimedia
data, for which the automatic interpretation of contents is much more
difficult, and they are, in most cases, accessed by a variety of users
external to the system boundaries, such as through Web interfaces. As
a consequence both discretionary and mandatory access control models
developed for relational DBMSs had to be properly extended to deal
with additional modeling concepts. Also, these models often need to
rely on metadata information in order to support content-based access
control for multimedia data and to support credential-based access
control policies to deal with external users. Efforts in this direction
include the development of comprehensive access control models for
XML [9, 67].

1.2 Recent Research Directions

More recent research directions in the area of access control for database
systems have been driven by legal requirements as well as by technology
developments. A first research direction is related to privacy-preserving
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8 Introduction

techniques for databases, an area recently investigated to a consider-
able extent. Privacy legislation, such as the early Federal Act [26] of
1974, and the more recent Health Insurance Portability and Account-
ability Act of 1996 (HIPAA) [43] and the Children’s Online Privacy
Protection Act (COPPA) [25], require organizations to deploy ade-
quate fine-grained access control mechanisms able to control access
at the finest granularity possible, that is, at the cell level, and also
to take into account additional information, such as the data usage
purpose and the data retention period [21]. Privacy is also motivat-
ing the development of oblivious access control, which is crucial when
access control decisions are based by also taking into account (possi-
bly sensitive) information about the subjects seeking accesses to the
data. A requirement is thus to be able to enforce access control with-
out disclosing such subject information to the party owning the pro-
tected data [22, 81]. A second relevant recent research direction is
motivated by the trend of considering databases as a service that
can be outsourced to external companies [46]. As outsourced data
are encrypted when stored at the service provider, subjects autho-
rized to access the data need to receive the proper keys for decrypting
the data. Approaches are thus needed in this context for fine-grained
encryption, by which different portions of the data are encrypted with
different encryption keys and subjects receive only the keys correspond-
ing to the portions they are entitled to access. A possible approach
has been defined in the context of third-party publishing systems for
XML data [23]. A third relevant direction is driven by the problem of
insider threats, that is, individuals who misuse the data to which they
have access to. Protecting from such threats require sophisticated tech-
niques, such as anomaly detection tools able to build profiles of normal
data accesses and detect accesses that are anomalous with respect to
these profiles. A particular crucial problem in this context is repre-
sented by malicious database administrators (DBAs), as a DBA has
typically access to the entire database he/she administers. To address
this problem solutions have been proposed including the segregation
of DBAs from user data, as in the case of the Oracle Database Vault
product, and techniques for joint administration of critical database
objects.
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1.3 Organization of the Monograph 9

1.3 Organization of the Monograph

We begin with a brief introduction to relevant background notions
concerning access control models and mechanisms, and cryptography
(Section 2). We then summarize the foundations of access control sys-
tems for relational database systems, including the access system devel-
oped as part of System R [41] and its extensions (Section 3). As these
foundations have been covered in a previous survey by Bertino and
Sandhu [19], we keep the presentation very short here and refer the
reader to such survey for details. The presentation on the founda-
tions is complemented by some case studies covering access control
models and mechanisms supported by current DBMSs (Section 4). In
particular, we discuss the Oracle Virtual Private Database mechanism
which is an interesting approach to context-based access control and
the access control mechanism of SQL Server which has many interest-
ing capabilities, such as the support for roles and negative authoriza-
tions. We then cover approaches to fine-grained access control. These
approaches allow one to associate access permissions with fine-grained
elements within a relation, such as a single tuple or even a single cell

Fig. 1.1 Topics covered in the area of access control for the relational data model.
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10 Introduction

Fig. 1.2 Topics covered in the area of access control for complex data models and selected

novel applications.

(Section 5). Fine-grained access control is today a key requirement for
information privacy. We then cover more innovative approaches focus-
ing on state-based access control (Section 6), the use of access control
mechanisms for protection from insider threats (Section 7), and access
control systems for object databases and XML data (Section 8). It is
important to remark that approaches and notions developed in the con-
text of object databases, such as those developed for the Orion object-
oriented DBMS [74], have been applied to relational DBMSs and also to
operating systems. Examples of those approaches and notions include
hierarchical authorizations, positive and negative authorizations, and
schema protections. We then conclude the paper by discussing the use of
cryptography to enforce access control (Section 9), and recent research
trends (Section 10). Figures 1.1 and 1.2 provide a high-level descrip-
tion of the relationships among the topics covered in the paper for the
relational data model and for more complex data models and selected
novel applications, respectively.
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